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I

I N T R O D U C T I O N

The Model Is No Longer the Whole
Problem

magine a bank reviewing a proposed change to a lending policy.
An  AI  system  reads  the  old  policy,  summarises  the  proposed
text,  checks  several  regulations,  compares  previous  decisions

and  drafts  a  recommendation.  The  model  that  writes  the  recom‐

mendation may be excellent.  Yet almost every consequential  ques‐
tion concerns something outside it. Which version of the policy did it
read? Were the regulations current? Did the system distinguish a leg‐

al obligation from an internal preference? What happened when two
sources disagreed? Who authorised the recommendation to become
a change in practice? Could an auditor reconstruct the decision six
months later?

There is no single model benchmark that answers those questions.
They  describe  an  intelligence  architecture:  the  way  information
enters a system, becomes a claim, supports a decision and eventually
changes the world.

For much of the modern AI era the model was the bottleneck. The
prevailing strategy was to improve the capacity of the learned com‐

ponent: more data, more computation, better training, better evalu‐

ation.  That  strategy  produced  remarkable  gains.  The  argument  of
this book does not require diminishing them. Indeed it depends on
them. Weak models cannot support the kinds of systems discussed
here. But as capability rises, the marginal value of improvement de‐

pends increasingly on what surrounds the model. Better reasoning
inside a poor information system can generate more elaborate mis‐
takes.  Better tool  use inside a  poor authority system can generate
faster ones.

B E Y O N D  T H E  M O D E L
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The phrase  beyond the model should therefore be read literally. It
points to the design work outside the learned component. Some of
that  work  resembles  traditional  software  engineering:  interfaces,
tests, access control, versioning. Some is less familiar: deciding when
a machine has enough evidence to proceed, how much thought a task
deserves, whether an architecture should change itself, how a person
can intervene without becoming a ceremonial  approver.  The ques‐
tions meet in practice. A system cannot sensibly decide how long to
reason unless it knows the stakes. It cannot know the stakes without
understanding the action it may take. It cannot take that action re‐

sponsibly without an account of who delegated authority.
The useful unit of analysis is therefore the intelligence system. It

observes, retrieves, represents, reasons, selects, acts, evaluates and
adapts. Those verbs do not describe a compulsory pipeline. A simple
request may need only a model and an answer. A complex request
may call  for a database,  a search tool,  a  planner,  a test  harness,  a
second  model  and  a  person.  The  architecture  should  make  those
choices  because  the  task  warrants  them,  rather  than  because  an
elaborate design looks impressive.

This is an argument about allocation. Intelligence is scarce even
when model access is cheap. Reasoning consumes time and energy.
Retrieval  consumes attention and can import  misleading material.
Verification has a cost. Human review has a cost too, including the
cost  of  distracting  people  with  decisions  they  cannot  realistically
assess. The rational objective is neither minimum computation nor
maximum deliberation. It is the right amount of work, by the right
components, for the consequence at hand. A spell-check suggestion
and a change to a medical record should not pass through the same
decision path.

It is also an argument about knowledge. Language models gener‐
ate statements in a form that encourages belief. Their training gives
them broad regularities and sometimes precise facts, but an articu‐

late answer does not carry its own warrant. A system may be correct
by memory, correct by inference, correct because it retrieved a cur‐
rent  source,  or  accidentally  correct  for  the  wrong  reason.  Those
cases differ when circumstances change. An answer that cannot say

T H E  M O D E L  I S  N O  L O N G E R  T H E  W H O L E  P R O B L E M
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which assumptions it used is hard to challenge. A recommendation
that cannot identify the evidence behind it is hard to govern.

Research on retrieval and long context already gives us a warning.
Adding material to a prompt does not ensure that the relevant mater‐
ial will be used. Nelson Liu and colleagues found that, in their tests,
models often performed worse when relevant information sat in the
middle of a long context than when it appeared near the beginning or
end (Liu et al., 2024). Akari Asai and colleagues showed that selective
retrieval  and  critique  could  improve  performance  in  their
experimental setting (Asai et al., 2024). These are particular results,
not general guarantees. Together they make the architectural point:
the presence, selection and treatment of evidence matter.

We must also distinguish intelligence from agency. A system that
drafts an email is different from one that sends it. A system that sug‐

gests a code change is different from one that merges it. An agent can
have a good understanding of a task and still  lack the right to act.
Human institutions have long recognised this  distinction.  A junior
analyst  may  understand  a  transaction  perfectly  and  still  have  no
signing authority. Artificial intelligence makes the distinction opera‐

tionally urgent because a model can turn a sentence into a tool call
with very little friction.

The right architecture will sometimes allow autonomous action. It
will sometimes insist on a human decision. Between those endpoints
are  many  useful  arrangements:  observe,  recommend,  prepare,  act
after approval,  act  within defined limits,  and escalate when condi‐
tions  change.  The  boundary  should  be  attached  to  the  action,  the
evidence, the reversibility and the delegated authority. It should not
be  inferred  from  a  vague  impression  that  the  system  is  generally
trustworthy.

This leads to the human question. A person placed at the end of a
machine process is often called a safeguard. Sometimes that is true.
Sometimes the person has too little time, context or practical power
to  do  anything  but  click.  Human  participation  is  meaningful  only
when the work is designed around what people can contribute: pur‐
pose, values, situational understanding, responsibility and the ability
to reframe a problem. Machines can offer breadth,  speed,  consist‐

B E Y O N D  T H E  M O D E L
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ency, calculation and tireless monitoring. Neither list is a moral hier‐
archy. The design problem is to combine them without confusing ap‐

parent fluency with judgement or human presence with control.
At the institutional level, these choices become questions of sover‐

eignty.  Organisations will  increasingly depend on intelligence they
did not train and may not fully inspect. That is not by itself a defect;
institutions  have  always  relied  on  outside  expertise.  But  expertise
becomes dangerous when the institution loses control over the evid‐

ence, policies, permissions and records through which it acts. An ex‐

ternal model may contribute to a decision. It should not silently be‐

come the final interpreter of an organisation’s obligations or the sole
keeper of its memory.

The book follows that widening circle. Part I explains why capabil‐
ity alone has become an inadequate frame and why intelligence must
be treated as a system with an economy. Part II examines adaptive ar‐
chitecture:  how  a  system  can  select  methods,  resist  unnecessary
complexity and test changes empirically. Part III asks what machine
knowledge means in practice, beginning with uncertainty and ending
with the harder problem of missing frames. Part IV follows intelli‐
gence across the boundary into action, where permissions, limits and
interruption matter. Part V locates the system among people and in‐

stitutions, where governance must be effective rather than decorat‐
ive.

Several  distinctions will  recur.  A  model is  a  learned component
that produces outputs from inputs. An intelligence system is the wider
arrangement that uses models, information, tools, rules and people
to pursue a task. Evidence is material that can support or challenge a
claim; it is not identical to a citation pasted beside an answer. Proven‐

ance is an inspectable account of the sources, transformations and
decisions  that  produced  an  outcome.  Authority is  permission  to
change state on behalf of someone else. Sovereignty is an institution’s
practical ability to set, inspect and revise the terms on which intelli‐
gence  affects  its  decisions.  These  are  working  definitions.  Later
chapters will test their boundaries.

The propositions in the pages ahead have different statuses. There
is published evidence that additional reasoning, retrieval and tool use

T H E  M O D E L  I S  N O  L O N G E R  T H E  W H O L E  P R O B L E M
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can improve performance on certain tasks. There is also published
evidence of their failure modes. There are engineering claims about
what designs should be tested. And there are normative claims about
who should remain answerable for consequential action. We will not
treat a promising experiment as proof of a universal architecture, nor
a governance principle as if it were an empirical discovery.

One can object that future models may absorb much of this archi‐
tecture. A model might learn to retrieve only when necessary, calib‐

rate its own uncertainty, respect permissions and adapt its reasoning
without external scaffolding. Some of that is already happening. Yet
the objection has a limit. A model can learn to estimate uncertainty;
an organisation still has to decide what uncertainty it will tolerate. A
model can learn to propose an action; someone still has to define its
authority.  A  model  can  explain  a  conclusion;  the  institution  still
needs evidence it can inspect and preserve. Even if many functions
move inside the model, the boundary between its capability and the
world’s authority remains a design choice.

There  is  a  useful  historical  analogy,  though  it  should  not  be
pushed  too  far.  Early  computing  was  often  discussed  through  the
capability  of  a  machine:  how  much  it  could  calculate  and  how
quickly. As computers became useful in organisations, questions of
operating systems, databases, networks, security and human work‐

flow became central. Faster processors remained valuable; they were
no longer a complete description of progress. AI is undergoing a re‐

lated broadening of the engineering problem. The analogy is limited
because models deal in language, inference and action under uncer‐
tainty, and because their outputs can carry an appearance of judge‐

ment.  It  nevertheless  helps  explain  why  success  in  the  core
component can reveal a larger architecture.

The book’s use of architecture is deliberately broad but not vague.
It refers to choices that can change an outcome: which information is
available,  how  it  is  represented,  which  procedure  is  used,  what
checks  intervene,  who  may  act  and  how  the  result  is  recorded.  If
changing a choice can alter accuracy, cost, authority or accountabil‐
ity, it belongs to the architecture. This definition includes technical
interfaces and organisational rules. It does not turn every social fact

B E Y O N D  T H E  M O D E L
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into a software problem. Rather, it insists that software placed inside
an institution will  interact  with the institution’s  incentives and re‐

sponsibilities whether or not designers draw them in the diagram.
Consider two AI assistants that use the same model to review a

supplier contract. The first receives a PDF, generates a summary and
lists concerns. The second identifies the signed version, compares it
with  the  approved  template,  links  each  concern  to  exact  clauses,
checks whether the proposed action is within the reviewer’s author‐
ity  and  records  the  disposition  of  each  issue.  The  second  may  be
more reliable because of its architecture, even though the model is
identical. It may also be slower and more costly. The right choice de‐

pends on whether the task is an informal preview or a decision that
will  bind  the  organisation.  Architecture  does  not  imply  maximal
process; it implies fit between process and consequence.

This fit has an empirical side. A design should be judged by the
work it does, not by the sophistication of its description. Adding an
agent, a memory layer or a verifier is a hypothesis about improved
outcomes. It can be tested against a simpler arrangement. Adding a
person is  also a hypothesis:  their review should prevent a class of
mistake  or  supply  judgement  the  machine  cannot  legitimately
provide. If the person receives no evidence and clicks through under
pressure, the architecture has gained a nominal safeguard and little
real control. The same scrutiny applies to every component.

The fit also has a normative side. No benchmark can tell an institu‐

tion what obligations it owes a patient, customer, citizen or employ‐

ee. A model can help analyse the consequences of a policy, but it can‐

not derive the legitimacy of a policy from predictive accuracy. The ar‐
chitecture  must  therefore  make  space  for  authorised  human  de‐

cisions about purpose, rights, acceptable risk and redress. This is not
an argument for human superiority at every task. It is an argument
that some questions concern who is entitled to decide, not only who
can predict well.

The model’s internal opacity is sometimes treated as the decisive
obstacle to trustworthy AI. It is an obstacle in some contexts, but it is
not the only one. Human experts are also partly opaque. Institutions
work with them by defining roles, requiring evidence, preserving re‐

T H E  M O D E L  I S  N O  L O N G E R  T H E  W H O L E  P R O B L E M

9



cords,  reviewing outcomes and allowing challenge.  AI  can be gov‐

erned through analogous mechanisms, though its speed, reproducib‐

ility and ability to act through software require new precision. We do
not need perfect access to every internal computation before we can
improve the external conditions under which a system operates. Nor
should  external  controls  be  used  to  excuse  a  model  that  is  too
unreliable for the task.

The argument will sometimes sound demanding because it is ad‐

dressed to consequential use. A low-stakes drafting tool can be valu‐

able with few controls. A system that affects money, health, rights or
public decisions deserves a stronger account of evidence and author‐
ity.  The chapters develop principles that can be applied in propor‐
tion. They should not be read as a requirement that every email sug‐

gestion pass through a committee. That would be another failure of
allocation.

The architecture can fail in ways that make each chapter neces‐

sary. A system may route a serious case to a cheap model because it
misjudges  difficulty.  It  may  retrieve  the  right  document  and  then
omit  the  exception.  It  may  preserve  sources  yet  lose  the  chain
between source and claim. It may give an agent a narrow mandate
but  a  broad credential.  It  may escalate  to  a  person who lacks  the
power to  intervene.  It  may record decisions  in  a  provider-specific
format the institution cannot later use. These are not variations of
one  ‘hallucination’  problem.  They  call  for  different  methods  of
design, evaluation and governance.

They  also  interact.  A  weak  epistemic  system  can  turn  bounded
autonomy into an illusion because its action limits depend on facts it
cannot establish. A strong evidence system can be wasted if the hu‐

man reviewer sees only the model’s conclusion. An adaptive architec‐

ture can improve reasoning while eroding auditability if it changes
methods  without  recording  them.  Institutional  sovereignty  can  be
claimed in policy while practical control resides in tools and records
elsewhere.  The book’s  progression is  intended to expose these de‐

pendencies. Each layer broadens the meaning of intelligence without
making the earlier layer disappear.

B E Y O N D  T H E  M O D E L
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The widening architecture of intelligence. Each wider layer retains the model within it.

The argument does not require confidence that models will improve
at  any particular rate.  Some capabilities  may advance quickly and
others slowly.  The architecture question matters  wherever models
are useful enough to participate in work whose evidence, costs and
authority matter. If model progress slows, architecture can help ex‐

tract more reliable value from existing capability. If it accelerates, the
same architecture becomes more urgent because the range of actions
available  to  systems  expands.  The  thesis  is  about  a  change  in  the
structure of the problem, not a forecast of release dates or vendors.

There is an important limit to the title. ‘Beyond the model’ does
not mean that the model becomes unimportant or that the architec‐

ture can be designed independently of its capabilities. A better model
may make a simpler workflow possible. A weaker model may require
more external checks or may be unsuitable for the task altogether.
The  surrounding  architecture  should  be  designed  with  empirical
knowledge of the model’s strengths and failure modes. The point is to
resist treating the model as the whole explanation of an application.
The relationship runs in both directions: model capability shapes ar‐
chitecture,  and  architecture  determines  what  that  capability  can
responsibly accomplish.
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The same reciprocity applies to institutions. A technically elegant
system can be unusable in an organisation that cannot maintain its
sources or respond to escalations. An institution with excellent pro‐

fessional judgement may still struggle if its tools erase provenance
and force decisions into the wrong categories. The architecture is a
joint  arrangement of  technology,  work and authority.  It  should be
evaluated  where  these  meet.  The  book’s  claims  become  strongest
when they lead to concrete changes in that arrangement and weakest
when they are reduced to slogans about AI’s future.

The central claim is straightforward. As AI models become suffi‐

ciently  capable,  the  hardest  problems  shift  from  building  smarter
models  to  designing  the  architecture  through  which  intelligence
reasons, knows, acts, adapts and remains under human and institu‐

tional control. The model is no longer the whole problem. What fol‐
lows is an attempt to take the rest of the problem seriously.

B E Y O N D  T H E  M O D E L
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S

C H A P T E R  1

The Capability Trap

uppose a team replaces its existing language model with one
that  scores  markedly  better  on  coding  benchmarks.  The
demonstration is persuasive. It reads an issue, writes a patch

and  explains  the  change.  Yet  the  production  system  may  improve
very little. The agent still edits the wrong branch on occasion. It over‐
looks the repository’s local conventions. It treats a passing unit test
as  proof  that  a  change  is  safe  to  release.  Its  confident  summary
reaches a reviewer who has no record of the files it inspected. The
model improved; the work did not improve in proportion.

This is the capability trap. Progress in a component is mistaken
for progress in the task that component is meant to serve. The trap is
especially  attractive  in  AI  because  model  capability  is  visible  and
comparatively easy to compare. A benchmark provides a number. An
eloquent  demonstration  provides  a  story.  The  quality  of  the  sur‐
rounding system is harder to compress. It  depends on where a re‐

quest came from, what context was available,  which tools were al‐
lowed,  how  errors  were  detected  and  what  happened  after  the
answer appeared.

We need to distinguish four related things. Model intelligence is the
learned component’s ability to perform tasks under specified condi‐
tions.  System  intelligence is  the  arrangement’s  ability  to  combine
models with information, tools and checks. Task intelligence is the fit
between that arrangement and a particular problem. Operational in‐

telligence is the ability to work repeatedly under changing conditions,
with real users and consequences. These are not separate substances.
They are perspectives on performance. A strong model may improve
all four. It does not guarantee any of the last three.
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Take a contract review. The model may accurately identify a limit‐
ation-of-liability clause in a supplied document. That is model capab‐

ility. Whether the system selected the signed version rather than an
earlier  draft  is  an  information  problem.  Whether  it  understands
which  jurisdiction  and  transaction  type  matter  is  a  task  problem.
Whether a  lawyer can trace the comparison,  correct  an error  and
maintain a consistent process across hundreds of documents is an
operational problem. A headline score on legal question answering
tells us little about those later questions.

The conventional assumption has a sound core: better models usu‐

ally make more applications possible. We should be wary of romanti‐
cising orchestration as a substitute for competence. A system of me‐

diocre components can become an elaborate way of producing me‐

diocre work. But the opposite mistake is now common. Capability is
treated as a universal solvent, expected to dissolve poor context, am‐

biguous authority, missing data and weak evaluation. It cannot. It can
sometimes compensate for them in a demonstration, which makes
the underlying defect harder to see.

The effect resembles an old engineering problem. Improvements
in one stage of a process reveal bottlenecks elsewhere. Faster compu‐

tation does not make a slow disk disappear. A more accurate sensor
does not make a flawed control policy sound. In AI, stronger models
make  previously  hidden  architecture  visible.  When  a  model  could
barely draft a useful answer, the system around it seemed secondary.
Once it can write credible answers and operate tools, the quality of
the system becomes the limiting factor in a growing number of tasks.
That  is  a  contingent  claim  about  mature  applications,  not  a
declaration that model research has ended.

The first hidden bottleneck is context. A model can work only with
the information it has, plus what it has learned during training. In a
live setting, information has versions, owners, expiration dates and
conflicting interpretations. The analyst’s spreadsheet, the approved
policy and the public website may all describe the same product dif‐
ferently. Feeding all three into a long prompt does not decide which
is authoritative. Context construction is a decision about relevance,

B E Y O N D  T H E  M O D E L

14



trust and time. It should be treated as part of the system’s reasoning,
not as clerical preparation.

Long  context  windows  make  the  problem  subtler.  They  permit
more material to be supplied, but more material is not automatically
more usable. In the tests reported by Liu and colleagues, the position
of  relevant  material  affected  performance  on  long-context  tasks.
This does not imply that every later model behaves in the same way.
It  does show why a context window measured in tokens is  a poor
proxy for dependable access to information. Retrieval, ranking, de‐

composition  and  explicit  source  checks  can  matter  as  much  as
nominal capacity.

The second bottleneck is tool use. A model may know how to write
code, but changing a repository safely requires a sequence of interac‐

tions with state. It must find relevant files, understand tests, inspect
the working tree,  edit,  run checks and notice unexpected changes.
Each operation has a failure mode distinct from language generation.
The  SWE-bench proposal made this point by framing real software
issues as work across files and execution environments.  The early
baseline results in that paper are already historically dated; the dur‐
able lesson is in the task definition. Real work asks for coordinated
interaction  with  an  environment,  not  merely  a  plausible  patch
printed in a chat window.

Tool use also changes what counts as a mistake. If a model says
that a file was changed when it was not, the answer is false. If the
system writes to the wrong file, the state is now different. If it merges
a flawed patch, others inherit the consequence. The same token gen‐

eration mechanism may be involved, but the system-level risk is cat‐
egorically different. A model can be exceptionally capable at select‐
ing a command and still need constraints on where that command
may run.

The third bottleneck is evaluation. There is a temptation to define
success by whatever can be measured quickly: a benchmark score, a
thumbs-up, a passing test. These measures have value, but they an‐

swer narrower questions than the application asks. A test suite may
not cover the requested behaviour. A user may like a summary be‐

cause it  is confident and brief.  A coding benchmark may reward a
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patch that passes tests while leaving a security or maintenance prob‐

lem. Evaluation must begin with the real failure modes of the task, in‐

cluding failures that appear only after the model’s output leaves the
interface.

Good evaluation is therefore architectural. It asks what the system
saw, what it did, what it could have done, and how someone would
discover a mistake. One application needs an external fact check. An‐

other needs a compiler. Another needs a second professional to sign
a recommendation.  Yet another needs a transaction limit.  A single
model score cannot replace those checks, because the checks exist
for different reasons.  They test  the fit  between the system and its
operating environment.

The fourth bottleneck is authority. A model may produce excellent
advice  on  a  matter  it  is  not  authorised  to  decide.  Organisations
already separate knowledge from permission. A finance analyst may
see that a payment is legitimate but still lack authority to release it. In
software,  an engineer may write the right fix but lack the right to
deploy it alone. AI systems should inherit this separation, not flatten
it.  The  question  ‘Can  the  model  do  this?’  is  insufficient  when  the
system can alter a ledger, publish a statement or send a message in
somebody’s name.

Cost is a fifth bottleneck, but it  is often discussed too narrowly.
Token charges matter. So do latency, energy, infrastructure, review
time and the costs of mistakes. A more capable model may reduce re‐

work enough to justify its price on difficult tasks. It may waste money
and time on easy ones. A stronger model may also invite more ambi‐
tious automation, creating exposure that did not exist before. The rel‐
evant  comparison  is  the  cost  of  the  whole  process,  including  the
consequences of error and delay.

This complicates the popular idea of a single best model. ‘Best’ for
which task,  under which constraints,  using what  data,  with which
failure  cost?  The answer may vary even within one workflow.  Ex‐

tracting a date from a well-formed invoice is different from judging
whether a disputed exception is consistent with policy. A portfolio of
components can be sensible, but portfolios introduce their own rout‐
ing and maintenance problems. We should resist turning model plur‐
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ality into a fashion. The purpose of selection is to improve task out‐
comes, and the selection mechanism itself has to be tested.

The capability trap is also a management trap. Buying access to a
stronger model is a discrete decision. Improving an intelligence sys‐

tem demands attention to records, workflow, responsibility and in‐

centives. Those are less glamorous and harder to delegate. An organ‐

isation may therefore keep upgrading the model while leaving the
process it serves largely intact. It gains fluent output attached to an
old decision structure. Sometimes that is useful. Sometimes it makes
the old defects less visible because the new interface looks so com‐

petent.
There are limits to the architectural argument. In domains where

models  remain plainly  weak,  model  improvement  is  still  the  most
valuable investment. A weak speech recogniser cannot be rescued by
an elegant escalation policy if  it  mishears every other sentence.  A
poor  scientific  model  cannot  be  made  reliable  merely  by  keeping
provenance. Architecture should not become an excuse for accepting
inadequate capability. The point is to diagnose the bottleneck at the
level of the task rather than assume it always sits in the same place.

We can make that diagnosis concrete. Hold the task distribution
fixed and vary one component at a time. Compare the current model
with a stronger one under the same information and authority rules.
Then hold the model fixed and improve retrieval, verification or tool
constraints. Observe not only average accuracy but the tail: the cases
where the system is confidently wrong, incurs a costly delay or acts
beyond its mandate. Examine whether gains persist when documents
change, users phrase requests differently and the environment devel‐
ops  faults.  This  is  ordinary  experimental  discipline  applied  to  the
whole intelligence system.

The strongest version of the capability argument says that suffi‐

ciently advanced models will learn to handle the surrounding work
themselves. They may. But even then, a system must decide what in‐

formation they may see,  what  tools  they may use,  what  counts as
evidence and which actions they may take. Those decisions may be
delegated in  part,  but  delegation itself  is  an architectural  act.  The
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larger the model’s  capability,  the more consequential  the terms of
that delegation become.

One reason the trap persists is  that the proof of  a component’s
capability  and  the  proof  of  a  system’s  reliability  have  different
shapes. A model provider can show a set of difficult examples and a
benchmark  score.  An  application  team  must  show  what  happens
across routine work, unusual work, changing data and operational
incidents. The second proof is more expensive and less photogenic. It
has to include cases in which the right answer is to decline, delay or
refer.  Those  outcomes  look  unimpressive  in  a  demo,  yet  may  be
evidence of a better system.

The pressure to choose a single number can distort development.
Suppose two assistants each complete ninety per cent of coding is‐
sues. One fails visibly when it cannot find a relevant file. The other
silently edits a neighbouring function and reports success. An aver‐
age completion score may treat them as similar. The second creates a
heavier review burden and greater release risk. The institution’s ob‐

jective should reflect the difference. It might measure unsupported
claims,  unauthorised  actions,  defects  discovered  after  deployment
and time required for a reviewer to understand a patch. These meas‐

ures are harder to collect, but they are closer to the work.
The trap also affects procurement. A vendor’s claim that its model

is stronger is a claim about a component under certain tests. A buyer
may reasonably care about that claim, but the purchase decision con‐

cerns a workflow. Does the product preserve source records? Can the
buyer define permissions? Can the system be tested against the buy‐

er’s  own cases? What happens if  the provider changes the model?
Does the human reviewer have enough information to challenge the
answer?  None of  these  questions  can be  settled by  a  leaderboard.
They are also not demands for bespoke software in every organisa‐

tion.  They  are  the  ordinary  questions  one  asks  before  placing  a
powerful component into a consequential process.

There is a subtle inversion in the relationship between model cap‐

ability and trust. When models were obviously weak, users checked
their work because mistakes were expected. When output becomes
fluent and usually useful, checking feels like friction. The risk may
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therefore rise even as average model quality improves. This does not
mean better models are worse. It means that human and organisa‐

tional behaviour changes in response to them. A system evaluation
has  to  include  that  behavioural  response.  The  way  an  answer  is
presented  can  affect  whether  a  person  reads  its  sources,  notices
uncertainty or approves an action.

Think of a financial analyst receiving an AI-generated comparison
of two companies.  The model may correctly compute a ratio from
numbers it was given. But if one company’s figures use a different re‐

porting period, the comparison is misleading. A review focused on
arithmetic will pass it. A stronger model may even write a more per‐
suasive explanation of the misleading comparison. The intervention
needed is a check on comparability: dates, accounting definitions and
source versions. This is a task-specific architectural check. It may be
implemented by rules, a model or a person, but its function must be
visible in the process.

The same pattern appears in public administration. An assistant
may accurately summarise a citizen’s application and identify the rel‐
evant rule. Yet if the agency’s record lacks a recent appeal decision,
the recommendation is defective. The model’s competence in reading
the available material is not the bottleneck. The bottleneck is wheth‐

er the system knows that the record is incomplete, can seek the miss‐
ing decision and will avoid acting until it has it. Better summarisation
can reduce labour while leaving that failure intact. The question is
what  evidence  the  workflow  demands  before  a  recommendation
acquires authority.

Operational intelligence has a maintenance dimension as well. A
system that works on the day it is evaluated may degrade when docu‐

ments change format, a tool returns a new error code or a policy is
revised. Model upgrades can break assumptions in prompts or rout‐
ing rules. A retrieval index can contain material that was once cur‐
rent and is now obsolete. These are ordinary maintenance problems
with unusual epistemic effects: they change what the system appears
to know. A mature application needs a way to detect them, assign
ownership and correct them. The system should not depend on the
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hope that the model will notice every broken surrounding compon‐

ent.
One way to locate the real bottleneck is to compare error classes

rather than aggregate success alone. Are failures due to missing in‐

formation, mistaken interpretation, poor tool execution, weak veri‐
fication, authority confusion or user misunderstanding? The classi‐
fication will  never be perfect.  It  can still  guide investment. If most
costly errors come from stale policy documents, buying a stronger
model may be less effective than governing the document store.  If
most come from genuine reasoning difficulty, model improvement or
a  deeper  reasoning path may be decisive.  If  most  come from tool
permissions, neither change addresses the risk.

This analysis can unsettle organisational boundaries. Model teams
may own the component while operations teams own the workflow,
security teams own permissions and legal teams own policy. The sys‐

tem’s intelligence depends on their joint work. An architecture that
crosses these boundaries needs named responsibility for the whole.
Otherwise each group may report that its component performed as
designed while the outcome fails. The claim that intelligence is be‐

coming a system has a managerial consequence: somebody must be
accountable for system behaviour across interfaces.

There is one final diagnostic: ask what would have to change for
the system to become trustworthy. If the answer is ‘a model that reas‐

ons better about this class of problem’, the bottleneck may indeed be
model capability. If the answer is ‘a current policy source, a permis‐
sion check, a reviewable record and a way to stop’, the bottleneck lies
elsewhere. The distinction is not ideological.  It  directs work to the
layer where improvement can matter. It also prevents teams from ex‐

pecting a model upgrade to solve a problem whose cause the model
never controlled.

The capability trap is easiest to escape when the unit of success is
a completed human task rather than a model response. Did the ana‐

lyst reach a better decision? Did the engineer ship a safe fix? Did the
customer receive a correct and timely resolution? These outcomes
are harder to measure, but they expose the real value of capability.
They also show why a system that asks a clarifying question or re‐
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fuses an unsupported action can outperform one that  always pro‐

duces a polished answer. Completion is not the same as usefulness.
The diagnosis may change as models improve. A model upgrade

can remove a genuine reasoning bottleneck and reveal that source
management is now the dominant failure. A better retrieval service
can then reveal that approval is the slow point. This is normal sys‐

tems behaviour. Progress moves the constraint. Teams should there‐

fore revisit their error analysis after major changes instead of assum‐

ing the original bottleneck remains. The right architecture is a mov‐

ing fit between capability and task, not a monument to the conditions
under which the application was first built.

There is also a distinction between improving average work and
extending the frontier of possible work. A stronger model may enable
a scientific analysis that no prior system could attempt. That is real
progress even if its first operational architecture is rough. The point
is to avoid mistaking the demonstration of a new possibility for a de‐

pendable service. Research can celebrate the new capability while en‐

gineering asks what conditions would make it repeatable, verifiable
and  appropriately  governed.  Both  attitudes  are  needed.  Confusing
them is what creates the trap.

The useful conclusion is neither a sceptical dismissal of models
nor  a  promise  that  architecture  can  cure  every  weakness.  It  is  a
change in the unit of analysis. We should assess the performance of
intelligence where it meets a task and an institution. The model mat‐
ters enormously. It is one part of the result. To understand the rest,
we need to look at the system it inhabits.
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